Multicllinearity

Simple can be harder than complex: You have to work
hard to get your thinking clean to make it simple. But
it’s worth it in the end because once you get there, you

can move mountains.
-Steve Jobs
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The fact that some or all predictor variables are correlated among themselves does not, in gen-
eral, inhibit our ability to obtain a good fit nor does it tend to affect inferences about

mean responses or predictions of new observations. —Applied Linear Statistical Models,
p289, 4th Edition.

Baron, R. M. and Kenny, D. A. (1986) "The Moderator(Z=A)-Mediator(O§7}) Variable”
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smsa_select=smsa_clean[[jan_temp’, jjuly_temp’, rainfall’, ‘mortality_index’,
‘education’, ‘white_color_ratio’, ‘person_houshold’, ‘household_income’,
'S02Pot’, 'southern’, ‘pop_density_log’,'non_white_ratio_sqgrt’, ‘"NOxPot_log']]
smsa_select.columns

[ Index(['jan_temp', 'july temp', 'rainfall', 'mortality index', 'education’,
'white_color_ratio', 'person_houshold', 'household_income', 'S02Pot’,
‘southern’', 'pop density log', 'non_white_ratio_sqrt', 'NOxPot_log'],

smsa_cor=smsa_select.corr()
smsa_cor['mortality_index'].sort_values(ascending=False)

[ mortality_ index 1.000000
non_white_ratio_sqgrt 0.628984
rainfall 0.433114
S02Pot 0.419118
person_houshold 0.368016
july temp 0.321828
NOxPot_log 0.279829
pop_density log 0.275985
jan_temp -0.015952
household_income -0.283297
white color ratio -0.289346
education -0.508087
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[ non_white_ratio_sqrt 1.000000
mortality_index 0.628984
july temp 0.584860
jan_temp 0.456895
person_houshold 0.321250
population log 0.259143

smsa_cor=smsa_select.corr()
smsa_cor['non_white_ratio_sqart'].sort_values(ascending=False)

[> non_white_ratio_sqrt 1.000000
mortality index 0.628984
july temp 0.584860
jan_temp 0.456895
person_houshold 0.321250
rainfall 0.239187
NOxPot_ log 0.223220
S02Pot 0.202570
pop density log 0.047611
white color_ratio -0.047115
household income -0.057993
education -0.160263
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H[EOl B[ M&2 > ML EXs He 2

import statsmodels.api as sm
X=sm.add_constant(smsa_select['non_white_ratio_sqrt'])
y=smsa_select['mortality_index’]

fit=sm.OLS(y, X).fit()

print(fit.summary())

[Z2& 7+ 39.6%]

coef std err t P>|t|
const 842.9998 17.289 48.758 0.000
non_white_ratio_sqrt 30.6452 5.017 6.108 0.000

[0.025 0.975)
808.378 877.621
20.599 40.692

H[Ol H|E Ma2, 787 |2 (&2 =3) > MY EX|+ He B

X=sm.add_constant(smsa_select[['non_white_ratio_sqgrt’, july_temp'l])

[Z237|4= 39.9%]

78 712 QST %S ;

H
=0| X FalokX| g =S

2™+ S7t 0L 0|0|sta HEel Hige| FHXKstd err)e 5.017->6.2232 =2 =O0}&l - Cf
s34d X = 2lsto] FHo| =2

coef std err t P>|t| (0.025 0.975]

const 907.2381 118.545 7.653 0.000 669.765 1144.712

non_white_ ratio_sqgrt 32.6392 6.223 5.245 0.000 20.172 45.106

july temp -0.9492 1.733 -0.548 0.586 -4.420 2.522
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H[Ol H|E M&2, 7S 22 E3) > AP SRS He 2

X=sm.add_constant(smsa_select[['non_white_ratio_sqgrt’,'household_income']])

[Z2& A+ 45.7%]

SHHS, AYSK|er o2 24 X 2R £5) 8|8l 8|=0| 25t g2 =20 st &
FH2 2510 FLlSITt
2345 S7tx 6% S7tot 1 H|Hel H[Z 9| FH XK (std err)= 5.017->4.807= XOHY
coef std err t P>|t| [0.025 0.975)
const 960.1407 49.510 19.393 0.000 860.960 1059.321
non_white_ratio_sqrt 29.9455 4.807 6.230 0.000 20.316 39.575
household income -0.0035 0.001 -2.510 0.015 -0.006 -0.001

= JEIX| 212 BE0E0. S 20t 0hX[8) 2telof| CHE0|
7410

[2] The condition number is large, 1.38e+03. This might indicate that there are
strong multicollinearity or other numerical problems.

(H=elH| =, 737|=2) (H[HQIH|E, 7t AS) BX CHsa3dd e A= FItHE
[160] 1 fit.condition number [158] 1 fit.condition_number
[> 1380.1125871077602 [> 245.52710101003868
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- http://203.247.53.31/Stat Notes/adv_stat/MDA/MDA PCA.pdf
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VIF A|&H517]

from statsmodels.stats.outliers_influence import variance_inflation_factor

vif = pd.DataFrame()

X=smsa_select.drop(columns=['mortality_index’,'southern’])

vif["VIF Factor"] = [variance_inflation_factor(X.values, i) for i in range(X.shape[1])]
vif.index=X.columns; print(vif)

VIF 10 0|4 7|& CHE34d X 2l 0| F el : SO2Pot M2|stie= 2E oS-It 7t 3 M
M A 2

VIF Factor
jan_temp 27.750201
july temp 616.722113
rainfall 23.089294
education 287.279709
white_color_ratio 136.968539
person houshold 370.326960
household_income 88.121416
S02Pot 4.801501
pop_density log 516.930372
non_white ratio_sqrt 16.171589
NOxPot_log 19.282673
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VIF A5 &9, VIF 10 0|&fQl CHes34d EXHE 227|= oS XS X2

O = Oy

from statsmodels.stats.outliers_influence import variance_inflation_factor
def calculate_vif_(X, thresh=10.0):
variables = list(range(X.shape[1]))
dropped = True
while dropped:
dropped = False
vif = [variance_inflation_factor(X.iloc[:, variables].values, ix)
for ix in range(X.iloc[:, variables].shapel[1])]
maxloc = vif.index(max(vif))
if max(vif) > thresh:
print('dropping \" + X.iloc[:, variables].columns[maxloc] +
\" at index: " + str(maxloc))
del variables[maxloc]
dropped = True
print(Remaining variables:’)
print(X.columns[variables])
return X.iloc[:, variables]

X0O=calculate_vif (X)

dropping 'july temp' at index: 1

dropping 'pop_density log' at index: 7

dropping 'education' at index: 2

dropping 'person_houshold' at index: 3

dropping 'white_color ratio' at index: 2

dropping 'household income' at index: 2

dropping 'jan _temp' at index: 0

Remaining variables:

Index ([ 'rainfall’', 'S02Pot', 'non_white ratio _sqrt', 'NOxPot log']

90



b
O

1ISEH

import statsmodels.api as sm
X=sm.add_constant(X0)
y=smsa_select['mortality_index’]

fit=sm.OLS(y, X).fit(); print(fit.summary())

° E}%;E%A.Ad

dd ZH7FHZEI AL HE

o NOxPot 2= L9|5}X| oL},

oS40l 5|74 &

oF of2tAlel BE 7t

ol

OLS Regression Results

Dep. Variable: mortality index R-squared: 0.620
Model: OLS Adj. R-squared: 0.592
Method: Least Squares F-statistic: 22.03
Date: Wed, 22 Apr 2020 Prob (F-statistic): 8.01le-11
Time: 23:15:57 Log-Likelihood: -298.57
No. Observations: 59 AIC: 607.1
Df Residuals: 54 BIC: 617.5
Df Model: 4

Covariance Type: nonrobust

coef std err t P>|t| [0.025 0.975)
const 749.9201 27.390 27.380 0.000 695.007 804.833
rainfall 2.3070 0.536 4.300 0.000 1.231 3.383
S02Pot 0.2734 0.115 2.381 0.021 0.043 0.504
non_white ratio_sqgrt 21.1766 4.500 4.706 0.000 12.154 30.199
NOxPot_log 8.3901 6.853 1.224 0.226 -5.350 22.130
X=sm.add_constant(X0.drop(columns=['NOxPot_log']))
R-squared: 0.609

coef std err t P>|t| (0.025 0.975)
const 771.5640 21.014 36.716 0.000 729.451 813.677
rainfall 2.0005 0.477 4.197 0.000 1.045 2.956
S02Pot 0.3669 0.086 4.263 0.000 0.194 0.539
non_white_ratio_sqrt 22.6356 4.359 5.193 0.000 13.900 31.371



SEfX| 2= Al LS|

Import numpy as np
X=smsa_select.drop(columns=['mortality_index’,'southern’])
xs=np.array(X)

corr=np.corrcoef(xs, rowvar=0) #correlation matrix

w, v = np.linalg.eig(corr) #eigen values, eigen vectors

JEIXI7E 302 HeE A2 SlIeE 2 JEiX|+Rte = Wef0| 27+s5tTH.
1 w# IRU 8 (FHS T+ 130 3 1RUY &)

array([2.9071272 , 2.164814 , 1.92085147, 1.1298768 , 0.82616978,
0.13451137, 0.16033665, 0.5569677 , 0.34140549, 0.43233538,
0.42560416])

1 np.sqrt(w.max()/w) #condition index

array([1. , 1.15883532, 1.23022664, 1.60404472, 1.87584679,
4.64892473, 4.25809762, 2.28463598, 2.91807715, 2.5931141 ,
2.61353961])

JEfX| - &8 Cissdd =A Ttef S SOtE7| I5t0] JEfX[=7t 7t 2 681M(4.64) L7HEH

127]2(0.4)2 7} A5(0.46), NOxPot_271(-0.63) CtsaMM 2H|E 0F7|§t Z{o 2 mEtst 4~ 9l
- MEfX|IF =2 01440 tiSole ARHEAM ghEsH 27(7t Atfde 2 2 HeT CHEaM A

ZXE Op7|etCt,
1 v[:,5] # 6¥IM{(0RE AlE) DR CiS= DRHYE (F3IL)
array([ 0.4013106 , -0.34577973, -0.090313 , 0.07441605, 0.05045414,

0.25011954, -0.03885085, 0.46395098, 0.12846699, 0.0167445 ,
-0.63799886])

1 X.columns

Index([ 'jan_temp', 'july temp', 'humidity', 'rainfall’', 'education',
'white color ratio', 'person houshold', 'household income', 'HCPot',
'S02Pot’', 'pop density log', 'non_white ratio sqrt', 'population_ log',
'NOxPot_log'],
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c(alpha=)2| 22 EAX}7F AFHo|| L= sHOF ot

from sklearn.linear_model import Ridge
X=smsa_nor.drop(columns=['mortality_index’,'southern’,'population’])
y=smsa_nor['mortality_index]

clf=Ridge(alpha=0.7) #C|ZE =1, c2t =&

clf.fit(X, y)

import numpy as np
np.set_printoptions(precision=4,suppress = True)
print(clf.intercept_clf.coef ) #&H 3|H4 =

[» 998.1915992869888 [ -1.8708 -0.6841 1.9231 -10.3582 -1.5515 -11.5026 -0.0004 0.0537
10.7461 29.7777 14.6699)

CIETAA BRIZ ofD e 5|EA 0| 74 73.7% 20 SOPEX|3 CEEBMA 2| 425101
5|40l £ 2ot S9UCt

| 1 clf.score(X,y) #28A+

0.7554053102473611

1 clf.predict(X) #H&il

array([ 950.58383844, 911.82089142, 908.57022341, 976.98531749,
1047.1609193 , 1063.12038157, 919.56616077, 918.65298494,
965.5112866 , 937.894528 , 1006.94620231, 1014.85606671,
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from sklearn.preprocessing import StandardScaler
y=smsa_select['mortality_index'];X=smsa_select.drop(columns=['mortality_index’,'southern’])
X_s=StandardScaler().fit_transform(X) #scale standardization

from sklearn.decomposition import PCA

pca=PCA(n_components=5) #80% rule 0.8

df_pca=pd.DataFrame(pca.fit_transform(X_s)) #PC variables
df_pca.columns=['PC1,'PC2','PC3','PC4' 'PC5’]
df_pca.set_index(smsa_clean.index,inplace=True)

Ol SH,-E Fos10{ AEA |4 02, SEIC FTHEHS, 57HE EESIULE [FAR Hps fHLo M
adgto = MadA|=(Eshol| MEE[X ULt pca.components_]

1 loadings=pd.DataFrame(pca.components )
2 loadings.columns=X.columns
3 loadings

jan_temp july temp rainfall education white_color_ratio person_houshold

0 0.051400 -0.360921 -0.410440 0.415928 0.307786 -0.366914
1 0.147158 0.101680  0.005273  -0.244588 -0.024394 0.048051
2 0.577792 0.432497 0.151261 0.221279 0.325389 -0.15531
3 -0.028984 0.037645 0.435880 -0.156057 0.336097 -0.458754
4 -0513703 0.196921 0.052620 0.223594 0.518238 0.512334

import statsmodels.api as sm
y=smsa_clean['mortality_index]
X=sm.add_constant(df_pca) #add intercept term
fit=sm.OLS(y, X).fit(); print(fit.summary())

coef std err t P>|t| [0.025 0.975)
const 941.1731 5.143 182.986 0.000 930.857 951.489
PC1 -17.8017 3.017 -5.901 0.000 -23.852 -11.751
PC2 26.0993 3.496 7.466 0.000 19.088 33.111
PC3 -0.5989 3.711 -0.161 0.872 -8.043 6.845
PC4 -2.0831 4.839 -0.430 0.669 -11.788 7.622
PC5 5.6955 5.659 1.006 0.319 -5.654 17.045

94



